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Formulating control design as an optimization problem

▶ The fundamental idea in optimal control is to formulate the goal of
control as the long-term optimization of a scalar cost function.

▶ In the additive cost formulation, the long-term objective for a
trajectory can be written as

min
∞∑

k=0

ℓ(xk , uk)
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General dynamic optimization problem

min
w

∞∑

k=0

ℓ(xk , uk)

s.t. xk+1 = f (xk , uk)
g(xk , uk) ≤ 0
x0 = x(t)

x0 given, and
w := [x⊤0 , u

⊤
0 , x

⊤
1 , u

⊤
1 , x

⊤
2 , . . . ]

⊤

Open-loop optimal policy

π : {0, 1, . . . ,T − 1} → U

▶ Time-indexed sequence of actions calculated offline
▶ Independent of the state x, i.e., no feedback
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Control policy

Given what I know about the system right now, what action should I
apply next to achieve my goal?
▶ A control policy u = π(x) is a formal mathematical object that

expresses this decision-making logic.

Control policy
A policy π : X → U is a mapping from the states x to the action u that
we would apply to the dynamic system.

▶ But not all policies are equally good.
▶ Finding the best policy is an optimization problem
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Finding the optimal policy

x0 ...... ut

ℓ(xt , ut)
xt xt+1 xN

stage t Future stages

Decision-making: What do I need to take into account?
cost now + future costs
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Finding the optimal policy

x0 ...... ut

ℓ(xt , ut)
xt xt+1 xN

stage t Future stages

Decision-making: What do I need to take into account?
minu (cost now + future costs)

Optimal cost function

J∗(xt) = min
uk∈Uk (xk )

ℓt(xt , ut) +
N−1∑

k=t+1

ℓk(xk , uk) + ℓN(xN)

Optimal policy
π∗(xt) = u∗t
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Principle of optimality

0 k N

Tail subproblemx
∗

k

{u∗
0
, ... , u∗

k
, ... , u∗

N
}

Every optimal policy consists only of optimal sub policies.
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Optimizing Multistage functions
Because of the special structure, we can solve by optimizing a sequence
of single-variable problems

min
x

[
f (w , x) + min

y

[
g(x , y) + min

z
h(y , z)

]]

we solve the inner problem over z first. The optimal solution will be a
function of y .

h∗(y) = min
z

h(y , z)

and move on to the next stage

g∗(x) = min
y

g(x , y) + h∗(y)

and so on,
min
x

= f (w , x) + g∗(x)

This nested approach is an example of a class of techniques known as
Dynamic Programming (DP).
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Exact Dynamic Programming (DP)

Idea of Exact DP - Make optimal decision in stages

0 N − 1 N
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Exact Dynamic Programming (DP)

Idea of Exact DP - Make optimal decision in stages

0 N − 1N − 2
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Exact Dynamic Programming (DP)

Idea of Exact DP - Make optimal decision in stages

0 N − 3 N − 2
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Exact Dynamic Programming (DP)

Idea of Exact DP - Make optimal decision in stages

0 N − 3N − 4
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Exact Dynamic Programming (DP)

Idea of Exact DP - Make optimal decision in stages

0 N − 5 N − 4

8 / 17



Exact Dynamic Programming (DP)

Idea of Exact DP - Make optimal decision in stages

0 N − 1 N

DP recursion - Produces the optimal costs J∗
k (xk) of the xk -tail subproblems

Start with
J∗
N(xN) = ℓN(xN), for all xN

and for all k = N − 1,N − 2, . . . , 0

J∗
k (xk) = min

uk∈Uk (xk )
ℓk(xk , uk)︸ ︷︷ ︸

cost now

+ J∗
k+1(f (xk , uk))︸ ︷︷ ︸

cost-to-go

, for all xk

Then the optimal cost J∗
0 (x0) is obtained at the last step
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Exact DP algorithm

Go backwards to compute the optimal costs J∗
k (xk)

Start with
J∗
N(xN) = ℓN(xN), for all xN

and for all k = N − 1,N − 2, . . . , 0

J∗
k (xk) = min

uk∈Uk (xk )
ℓk(xk , uk)︸ ︷︷ ︸

cost now

+ J∗
k+1(f (xk , uk))︸ ︷︷ ︸
opt. cost-to-go

, for all xk

Then the optimal cost J∗(x0) is obtained at the last step

Go forwards to construct the optimal sequence {u∗
0 , . . . u

∗
N−1}

Given x0, start with

u∗
0 ∈ arg min

u0∈U0(x0)
[ℓ0(x0, u0) + J∗

1 (f0(x0, u0))] , x∗
1 = f0(x0, u

∗
0 ).

Going forward sequentially k = 1, 2, . . . ,N − 1, we get

u∗
k ∈ arg min

uk∈Uk (xk )
[ℓk(x

∗
k , uk) + J∗

k+1(fk(x
∗
k , uk))] , x∗

k+1 = fk(x
∗
k , u

∗
k ).
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Exact DP - Illustrative Example

▶ Consider a system
xk+1 = xk + uk

with xk ∈ R and uk ∈ R
▶ OCP:

min
N−1∑

k=0

(x2
k + u2

k) + x2
N

with N = 3
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Exact DP - Illustrative Example
▶ Consider a system xk+1 = xk + uk with xk ∈ R, uk ∈ R
▶ OCP: min

∑N−1
k=0 (x

2
k + u2

k ) + x2
N , with N = 3

J∗
k (xk) = min

uk
ℓ(xk , uk) + J∗

k+1(xk+1)

at stage k = 2, begin with J(3) = x2
3

J2(x2) = x2
2 + u2

2 + x2
3

= x2
2 + u2

2 + (x2 + u2)
2

∇u2J2(x2) = 2u2 + 2(x2 + u2) = 0

⇒ u∗
2 = −0.5x2, J∗

2 (x2) = 1.5x2
2
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Exact DP - Illustrative Example
▶ Consider a system xk+1 = xk + uk with xk ∈ R, uk ∈ R
▶ OCP: min

∑N−1
k=0 (x

2
k + u2

k ) + x2
N , with N = 3

J∗
k (xk) = min

uk
ℓ(xk , uk) + J∗

k+1(xk+1)

at stage k = 2 ⇒ u∗
2 = −0.5x2, J∗

2 (x2) = 1.5x2
2

at stage k = 1

J1(x1) = x2
1 + u2

1 + J∗
2 (x2) ⇒ x2

1 + u2
1 + 1.5x2

2

= x2
1 + u2

1 + 1.5(x1 + u1)
2

∇u1J1(x1) = 2u1 + 3(x1 + u1) = 0

⇒ u∗
1 = −3/5x1, J∗

1 (x1) = 8/5x2
1
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Exact DP - Illustrative Example
▶ Consider a system xk+1 = xk + uk with xk ∈ R, uk ∈ R
▶ OCP: min

∑N−1
k=0 (x

2
k + u2

k ) + x2
N , with N = 3

J∗
k (xk) = min

uk
ℓ(xk , uk) + J∗

k+1(xk+1)

at stage k = 2 ⇒ u∗
2 = −0.5x2, J∗

2 (x2) = 1.5x2
2

at stage k = 1 ⇒ u∗
1 = −3/5x1, J∗

1 (x1) = 8/5x2
1

at stage k = 0

J0(x0) = x2
0 + u2

0 + J∗
1 (x1) ⇒ x2

0 + u2
0 + 8/5x2

1

= x2
0 + u2

0 + 8/5(x0 + u0)
2

∇u0J0(x0) = 2u0 + 16/5(x0 + u0) = 0

⇒ u∗
0 = −8/13x0, J∗

0 (x0) = 21/26x2
0
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Exact DP - Illustrative Example
▶ Consider a system xk+1 = xk + uk with xk ∈ R, uk ∈ R
▶ OCP: min

∑N−1
k=0 (x

2
k + u2

k ) + x2
N , with N = 3

J∗
k (xk) = min

uk
ℓ(xk , uk) + J∗

k+1(xk+1)

at stage k = 2 ⇒ u∗
2 = −0.5x2, J∗

2 (x2) = 1.5x2
2

at stage k = 1 ⇒ u∗
1 = −3/5x1, J∗

1 (x1) = 8/5x2
1

at stage k = 0 ⇒ u∗
0 = −8/13x0, J∗

0 (x0) = 21/26x2
0

Go backward to compute the optimal cost, go forward to construct the optimal
sequence
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Exact DP - curse of dimensionality

Exact DP computes the optimal cost-to-go J∗k (x) for every state x and
stage k .
▶ Discretize each of the n states into m points ⇒ mn grid points per

stage.
▶ Cost grows exponentially with the state dimension n – Bellman’s

“curse of dimensionality”.
▶ Exact DP is therefore intractable beyond very small systems.
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Control policy

▶ LQR gives the linear policy u = −Kx that optimizes

min
∞∑

k=0

x⊤k Qxk + u⊤k Ruk

s.t. xk+1 = Axk + Buk

▶ MPC policy is obtained by repeatedly solving an optimization
problem

▶ RL policy - learn what action to take at any given state based on
rewards from the environment
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From LQR to MPC: what is missing?

LQR gives an elegant offline feedback law u = −Kx, optimal for the
unconstrained linear–quadratic problem.

• Real systems have constraints: actuator limits u ∈ U , safety /
quality limits x ∈ X .

• Real systems are often nonlinear.
• Exact DP is intractable for such problems (curse of dimensionality);

LQR simply ignores constraints.

How can we keep the DP idea of optimal feedback, while respecting
constraints?
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Constraints change everything

With constraints xk ∈ X , uk ∈ U :
▶ the DP value function is no longer quadratic – there is no

closed-form gain K ;
▶ naively saturating the LQR input, u = sat(−Kx), is suboptimal and

can destabilize the system;
▶ we must solve a constrained optimization that looks ahead over a

horizon.

Idea: solve the constrained finite-horizon problem online, using the
current measured state.
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Receding horizon control: the MPC idea

time

x

ref

prediction horizon N

now t

x(t)

apply u∗
0

At each time t: solve a finite-horizon constrained problem from x(t),
apply only the first input u∗0, then shift the horizon and re-solve at t + 1
with the new measurement.
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MPC = online, constrained dynamic programming

handles constraints? computation
Exact DP yes (in principle) offline, intractable (curse of dim.)
LQR no offline, closed-form K
MPC yes online, solve an OCP each step

▶ MPC evaluates the (implicit) optimal feedback only at the current
state – avoiding DP over the whole state space.

▶ It is an implementable approximation of the DP feedback law that
respects constraints and extends to nonlinear systems.
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Summary

<latexit sha1_base64="QAOhIIQP9j32v4RUcntKUI9vrEw="></latexit>

Open loop policy
<latexit sha1_base64="jY/pFuCQ7+ipVB0SYGAryFIBwsU="></latexit>

{0, 1, ... } → U <latexit sha1_base64="rPBOzDtWxoBwu2pUdOl5+lRZOkU="></latexit>

ω : X → U

<latexit sha1_base64="Sn+BaXM57zxmttERqVGeWMgtqlI="></latexit>

Control Policy ω(x)

<latexit sha1_base64="Cg5MshJb9C/5orldxGGnJ4fiEQ4="></latexit>

min
w

→∑

k=0

ω(xk ,uk)

s.t. xk+1 = f (xk ,uk)

g(xk ,uk) → 0

x0 = x(t)

<latexit sha1_base64="1llj+ZWUJvgtF2sS3htQFyD7F4Q="></latexit>

J→
k (xk) = min

uk↑Uk (xk )
ωk(xk , uk)︸ ︷︷ ︸

cost now

+ J→
k+1(f (xk , uk))︸ ︷︷ ︸

cost-to-go

<latexit sha1_base64="QWKWAHBk8iiJ1jD4zsKUsR9ObCI="></latexit>

k = N → 1, N → 2, ... , 0
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